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CSCI E-84 A Practical Approach to Data Science

A Practical Approach to Data Science
Spring Term 2016 CRN 24599

This course is a survey of the growing field of data science and its applicability to the business world. It teaches students to gather, select, and model large amounts of data. We consider the tremendous amount of data available (volume), how to acquire it in a timely manner (velocity), and how to extract what is meaningful for a particular enterprise from a multitude of sources that may take many forms of images, media sources, social networks, and the like (variety). This course also deals with how to store and protect both the data and the information generated from it. Although the course relies on well-known techniques and theory from mathematics, modeling, probability, statistics, and computer science to address these issues, we approach the course from a more practical, hands-on point of view where the student samples, explores, modifies, models, and assesses target data sets through the use of a comprehensive, workbench approach using data mining and data warehousing tools. The large data sets considered are freely available from traditional data centers or network environments such as the US Census Bureau as well as from new storage technologies such as the cloud. The course also explores the technical and practical aspects of data science, the historical value of digital data, and its effects on and implications for today's business world.

Prerequisites
CSCI E 10a, STAT E-100, CSCI E 59, or the equivalent.
Instructor(s)
Dr. Ramon A. Mata-Toledo, Instructor
Email: rmatatoledo@fas.harvard.edu (preferable) or rmatatoledo@gmail.com
Professor: Larry L. Adams II, Teaching Assistant
Email: professorlarryadams@gmail.com
Contacting the instructors
Please email Dr. Mata-Toledo and/or Professor Adams with any personal or private issues that are affecting your class experience or with any information you do not wish to share with the rest of the class. Example: death in the family, severe illness, grading issues, etc.
Please do NOT email Dr. Mata-Toledo and/or Professor Adams with questions about the week’s material. It is better to ask these questions in the discussion forum for the class, where others can benefit from the answer as well. (See “How Class Works” below).
Meeting Time:
Lectures and QA Session:  Wednesday from 7:40 p.m. until 9:40 p.m.
Dr. R. A. Mata-Toledo
Labs and QA Session: TBA
Professor Larry Adams 
Background
The main objective of this course is to gain a practical “hands on approach” to understanding the tools of Data Science (Big Data) , Data Mining, and Data Warehousing in a business environment.
The course will use a mixture of lecture notes, readings, labs, and homework.
How the class works
1. The entire class is taught online through canvas and blackboard collaboration which means you have flexibility in attending the class. It is highly recommended that you attend the lectures and labs in order to interact with your Professor, TA, and fellow students. But we understand that most of you are working students and at Harvard University it is our goal to work with my diverse schedules so you may continue your journey in higher learning.
2. Each week we list our assignments, homework, labs, and projects for you to stay focus. There is a weekly schedule so you will not be shocked by an upcoming due date. IT IS HIGHLY RECOMMENDED that you plan your schedule out.
3. We have students from around the world in this class so we try to make our lectures and labs precise and clear. If you have any question, PLEASE feel free to ask the question. Our goal is to help you to understand and implement the complexities of database design in the business world with real hands on learning exercises.
4. There is a discussion forum where you can interact with your fellow students. We will answer your questions and post discussion topic to peak your interest in trends that are going on in the IT communities.
5. Each class builds on your knowledge so it is imperative that you keep up with the work. We have tried to spread out the assignments, lectures, labs, and final project to ensure you have enough time to complete everything without stress.
Course Objective(s):
The object of this course is to teach students the general concepts of Data Science and how to manage large data in a business environment. Students will learn a historical approach in defining and understanding large data in the business world.  










Resource(s):
ACM
http://www.acm.org/
Cloudera
https://www.cloudera.com/content/dam/cloudera/Resources/PDF/What_is_Data_Science_OReilly.pdf
Data Science
http://www.datasciencecentral.com/profiles/blogs/17-short-tutorials-all-data-scientists-should-read-and-practice
Data Science and Prediction
http://cacm.acm.org/magazines/2013/12/169933-data-science-and-prediction/abstract
Data Mining Algorithms in R
https://en.wikibooks.org/wiki/Data_Mining_Algorithms_In_R
Google Analytic
https://developers.google.com/analytics/solutions/data-scientists 
IEEE
http://www.ieee.org/index.html
Programmer's Guide to Data Mining
http://guidetodatamining.com/
Oracle Run R with Hadoop
https://www.oracle.com/big-data/roles/data-scientist.html
R Project for Statistical Computing
https://www.r-project.org/
https://en.wikibooks.org/wiki/Data_Mining_Algorithms_In_R/R_Packages
U. S. Data
http://catalog.data.gov/dataset


Graded assignments
Grades in this course will be determined according to the deliverables shown below (weights are shown in parenthesis) and an active participation in the course:
· 8 Homework (40%)
· 4 Labs (20%)
· Final Group Project (40%)
* Graduate students will have additional work or additional requirements to complete for each assignment.
Grading Matrix and Feedback
Our goal is to have all work graded within 3 days. However, we do have a late policy that we deduct 10 points per day for 3 days. If you do not turn in your assignment, project, or homework after three (3) days of the due date, your grade becomes a zero. This means you might not receive your grade for 6 days total. It is important for us to provide you timely feedback so you can understand the material as they build on each other. If you do not receive a grade within a week you are to email Professor Adams (professorlarryadams@gmail.com).
Homework assignments
The assignments for this course can be divided into three main groups: homework, a project, and individual participation (labs). The homework will allow students to show their mastery of particular SQL commands. The project will allow the students to apply all the concepts of the relation data model in the creation of a database. This professor will provide you with a “general description” of a database that you will design.
It is strongly recommended you complete the assignments. You will find that if you wait for the end of a unit to build the final project, you will have gaps in your understanding if you simply listen to lectures without practicing the skills that are taught.
Grading procedures
Projects are due on the dates specified in the course outline by 11:59 PM Eastern time that day. It is expected that you will turn the assignment in on time.
Turning in assignments
Your assignment will generally be in the form of a script. Scripts should be text only. You will need to label your assignments with your first initial, last name, and the name of the assignment. Example ladams_homework1 and zip the file to upload in canvas (ladams_homework1.zip).
Academic Honesty
Once again, the purpose of this course is to teach you A Practical Approach to Data Science. This means that copying the files of other students and submitting them as your own work is not only a violation of school academic policies but a real shortchange to your ability to learn what you need to learn. You must write your own code (R) and use APA standard to cite your sources in graded assignments.
We fully expect that there will be no issues in this area. We ask that you help keep us out of situations where we might need to take action regarding plagiarism, cheating and other acts of poor academic integrity.
Final Group Project
We will assign you to a case study that you will perform statistical analysis in a group environment.  Each student will be responsible for his/her own work.  
Student Responsibilities
Students who enroll in this course are expected to meet the following requirements:
· To be aware of all announcements and to meet deadlines.
· To participate in the discussions board and make substantial contributions
· To maintain a respectful environment that allows all students to achieve the course objectives.
· To abide by university policies and Honor Codes of Conduct
Direct communication with the instructor is encouraged and expected. Learning is “team effort” between the students and the instructor. This instructor welcomes all sorts of questions regarding the material covered in the course. If for some reason I do not know the answer immediately, I will research it and give you an answer as soon as I can.
Discussions
The professor will write scenarios so you can comment, critique, rip apart based on your comprehension of the material. The objective of these discussions is to manifest your understanding of the subject. Participation is what is important. If you agree or disagree with a particular statement or point of view, do not worry, that is part of the game of learning databases. The professor will intervene if the discussion is not on track or to clarify what is not clear.

TENTAIVE SCHEDULE
Week 1 
Introduction to the Course and Syllabus
History of Data Science
https://en.wikibooks.org/wiki/Data_Science:_An_Introduction/A_History_of_Data_Science
Brief History of Data Science
https://whatsthebigdata.files.wordpress.com/2015/02/datascience_history.jpg
Data Science
https://en.wikipedia.org/wiki/Data_science

Week 2 
Defining Digital Data
Digital data, in information theory and information systems, are discrete, discontinuous representations of information or works, as contrasted with continuous, or analog signals which behave in a continuous manner, or represent information using a continuous function (Wikipedia, 2015).
https://en.wikipedia.org/wiki/Digital_data
SASS and Big Data
http://www.sas.com/en_us/insights/big-data/what-is-big-data.html
Scientific Research
http://www.scirp.org/journal/PaperInformation.aspx?PaperID=48106
Week 3
 Mathematical Approach to Data Science
· Algebra sample
· Pre-calculus sample
· Calculus sample
· Linear algebra sample
· Probability sample
We provide you all necessary math models and help you with homework and assignment regarding any and all math problems.

Week 4
Statistical Approach to Data Science (regression, trees, classification, diagnostics)

Descriptive verses Inferential statistics
Bayes' theorem
Bayesian inference is a method of statistical inference in which Bayes' theorem is used to update the probability for a hypothesis as evidence. Bayesian inference is an important technique in statistics, and especially in mathematical statistics. Bayesian updating is particularly important in the dynamic analysis of a sequence of data (Wikipedia, 2015). 
https://en.wikipedia.org/wiki/Bayesian_inference

Week 5
Data Mining Software R Programming
Extract-Transform-Load (ETL)
Retrieving Metadata
Software Applications
https://en.wikipedia.org/wiki/List_of_statistical_packages 

Week 6 
Database Management Systems (DBMS)
https://en.wikipedia.org/wiki/Database
SQL Language (IBM, Microsoft, Oracle) 
Database Tools
https://en.wikipedia.org/wiki/Comparison_of_database_tools



Week 7
Data Modeling and Theory
Entity Relationship Modeling (ERM)
Entity Relationship Diagram (ERD)
Normalization 

Week 8
Data Mining – Six Step of Data Mining
(1) Business Understanding
(2) Data Understanding
(3) Data Preparation
(4) Modeling
(5) Evaluation
(6) Deployment
 Knowledge Discovery in Databases (KDD):
(1) Selection
(2) Pre-processing
(3) Transformation
(4) Data Mining
(5) Interpretation/Evaluation

Week 9
Applied Data Mining
Forecasting Case Study

Week 10
Data Warehousing
Architecture Requirements
Database Server Requirements
Parallel Processing
Week 11
Cloud Computing and Storage
OCCI Reference Architecture
Infrastructure as a Service (IaaS)
Platform as a Service (PaaS)
Software as a (SAAS)

Week 12 
Data Encryption and Security
RSA
SANS
NIST
DOD

Week 13 
Data Centers Case Study
Top 5 Data Centers
Google
Amazon
Oracle
[bookmark: _GoBack]Week 14 and 15 
Data Mining Group Project
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